Material and Methods
Genome Annotation
Repeat Detection and Repeatmasking
We used RepeatModeler 1.0.5 for de novo detection of repeats in the three genome assemblies (Ador_1.3, Aflo_1.0, Amel_4.5). For each species, we created a custom repeat library for repeatmasking by combining consensus sequences of known repeat families identified using RepeatModeler with arthropod repeats from the RepBase RepeatMasker library (20130422). Unknown repeat families identified with RepeatModeler were excluded from the repeatmasking library because copy numbers were low and some of these sequences were from paralogous genes. We used RepeatMasker with the custom libraries to repeatmask the assemblies with softmasking. We used the -nolow option to avoid masking low-complexity regions, since some low GC-content regions of Apis genomes may be recognized as low complexity even though they contain genes.
Generating RNA-seq alignments, transcript assemblies and intron hints
A. mellifera RNA-seq alignments were used to create intron hints files for Augustus and to create transcript assemblies to use in the EVM and MAKER pipelines. We downloaded 107 paired-end and 50 single-end Apis mellifera RNA-seq runs with a minimum 100nt read length from the NCBI Sequence Read Archive. We used FastQC (Bioinformatics)⁠ to check data quality and identify adaptors; subsequently we eliminated 17 paired-end and 10 single-end runs. Fastq-mcf (Aronesty 2011)⁠ and Dynamictrim (Cox et al. 2010)⁠ were used to trim adaptors and poor quality sequences, respectively. Tophat2 (Kim et al. 2013)⁠ was used to align reads to the Amel_4.5 genome assembly using default parameters, except: --min-intron-length 30 --microexon-search --min-segment-intron 30 --min-coverage-intron 30. Intron hints were then generated following the methods provided on the Augustus website (http://augustus.gobics.de/binaries/readme.rnaseq.html). Transcript assemblies were generated for each RNA-seq alignment dataset using StringTie (Pertea et al. 2015)⁠.
Annotating the A. dorsata and A. florea genomes with EVM
Protein alignments for input to EVM
UniRef90 (Suzek et al. 2015)⁠ and 21,772 A. mellifera model RefSeq protein-sequences (http://ncbi.nlm.nih.gov/genome/annotation_euk/Apis_mellifera/102/; Jan 2014) were split-mapped to the A. dorsata and A. florea genomes using the program SPALN2 (Iwata and Gotoh 2012)⁠ with A. mellifera-specific parameters. We also used the spliced-protein alignment tool Exonerate protein2genome (Slater and Birney 2005)⁠ to map the A. mellifera protein sequences to the A. dorsata and A. florea genomes. These protein alignments were later used in the EVM pipeline, described below.
Transcript alignment and assembly for Training Sets and input to EVM
Transcript evidence used in the EVM pipelines for both A. dorsata and A. florea was built from an initial set of 763,591 sequences from several different sources: 1) all A. mellifera, A. florea and A. dorsata mRNA transcripts (GNOMON annotations deemed to be protein-coding) found in the NCBI (GNOMON annotations deemed to be protein-coding) found in the NCBI (ftp://ftp.ncbi.nlm.nih.gov/genomes/Apis_mellifera/RNA/, ftp://ftp.ncbi.nlm.nih.gov/genomes/Apis_florea/RNA and ftp://ftp.ncbi.nlm.nih.gov/genomes/Apis_dorsata/RNA/); 2) the seven-tissue Newbler derived A. mellifera transcriptomes that had been used to generate A. mellifera OGSv3.2 (Elsik et al. 2014)⁠ 3) the set of A. mellifera StringTie transcripts described above. We used the PASA pipeline (r2014-04-17) (Haas et al. 2003)⁠ to assemble transcripts for each species, resulting in 52,618 PASA transcript assemblies for A. dorsata and 40,470 PASA transcript assemblies for A. florea. Subsequently, PASA was used to run GMAP and BLAT to map the transcriptomes to the respective assemblies and discard transcripts that aligned with less that 95% identity or less than 95% alignment coverage. This filtering step resulted in 32,882 and 27,280 PASA-generated potential training-set gene models longer than 450bp for A. dorsata and A. florea, respectively.
Training Sets
The initial training sets for A. dorsata and A. florea were generated using one of the modules of the PASA pipeline. These training-set genes were selected if they aligned over the full-length of annotated protein sequences of the NCBI non-redundant (NR) database (using the algorithm BLASTP, E=10-3, minimum identity=25%; NR database version of Feb. 2014). The A. dorsata training set comprised 2,491 gene models randomly selected from within the set of 13,941 longest ORFs (more than 150 amino-acids) corresponding to complete/non-overlapping genes produced by PASA, and the A. florea training set comprised 2,481 gene models randomly selected from within the set of 18,737 longest ORFs selected with the same criteria. Of these gene models 80% (1,992 and 1,984 for A. dorsata and A. florea, respectively) were used to train most of the ab initio tools used as input for EVM in this study, while the remaining 20% (499 and 497 for A. dorsata and A. florea, respectively) were set aside to test the accuracy of the newly developed matrices. The 2,491 A. dorsata training-set protein-coding gene models included 11,851 canonical donor splice sites, 11,906 canonical acceptor sites and 1,981 start codons, and the 2,481 A. florea training-set protein-coding gene models included 10,709 canonical donor and 10,817 canonical acceptor sites and 1,975 start codons.
Obtaining geneid gene predictions for input to EVM
Geneid (Alioto et al. 2018)⁠ is an ab initio gene prediction program used to find potential protein-coding genes in anonymous genomic sequences. In the context of geneid training basically consists of computing position weight matrices (PWMs) or Markov models of order 1 for splice sites and start codons, and deriving a model of coding DNA (generally a Markov model of order 5). Furthermore, once a preliminary species-specific matrix is obtained it is further optimized by adjusting two internal matrix parameters: the cutoff of the scores of the predicted exons (eWF) and the ratio of signal to coding statistics information to be used (oWF).
The start codons identified in creation of the training sets (described above) were used to compute position weight matrices (PWMs) while the donor and acceptors were employed to derive Markov matrices of order 1. We also had enough coding/non-coding nucleotides to derive a Markov of order 5 as a model for the coding potential. Accuracy of the geneid parameter files were tested on an evaluation “artificial scaffold”, consisting of the evaluation-set (described above) concatenated gene models with 800 nucleotides of intervening sequence between each of the genes (Supplemental Tables S7, S8).
Geneid can also use external information, such as the coordinates of known introns, to improve the accuracy of its predictions. In order to take advantage of this feature of geneid we extracted all introns corresponding to the protein-coding sequence from the 32,882 and 27,280 PASA-generated potential training-set gene models for A. dorsata and A. florea, respectively. This resulted in a set of 55,582 introns for A. dorsata and 51,929 introns for A. florea. To measure the accuracy of the geneid gene predictions when using intronic evidence we mapped all available transcript evidence to the artificial scaffold using the PASA pipeline, used the program’s “training set”-building module to mimic creating a set of PASA transcripts mapping to the test gene models and extracted the introns corresponding the protein-coding sequences. Subsequently, we calculated the accuracy of geneid (+introns) on the test scaffold, which showed an improvement in the performance of the program when using introns as evidence (Supplemental Tables S7, S8).
The training of geneid to obtain a parameter files for A. dorsata and A. florea was based on the method described to obtain a Drosophila melanogaster geneid parameter file (Parra et al. 2000)⁠. Training was performed in a “semi-automated“ fashion by employing an in–house geneid training tool (geneidTRAINer1.1).
Obtaining SGP2 gene predictions for input to EVM
SGP2 (Parra et al. 2003)⁠ is a syntenic gene prediction tool that combines ab initio gene prediction (geneid) with TBLASTX searches between two or more genome sequences to provide both sensitive and specific gene predictions, and it tends to improve geneid’s performance, especially by reducing the number of false-positive predictions. SGP2 requires a reference genome to which the target genome (in this case A. dorsata of A. florea) is compared. We decided to use the genomes of three different wasp (Nasonia vitripennis, Nasonia longicornis and Nasonia giraulti) as reference to develop both an SGP2 parameter file for this species. Nasonia vitripennis, Nasonia longicornis and Nasonia giraulti were selected not only because of the relatively good quality of their assemblies but also due to their being at an “appropriate” evolutionary distance from the genome being annotated. This evolutionary distance results in the coding regions of the genes having higher conservation than the intergenic and intronic regions of the target/reference genomes being aligned. This feature contributes to the higher accuracy of SGP2 when compared to geneid, especially the level of specificity.
The starting points for obtaining parameter files for SGP2 were the previously described geneid matrices. The geneid-derived SGP2 parameter files were optimized on “artificial scaffolds” comprising the same set of sequences used to train geneid, concatenated so that 800 “intergenic” nucleotides flanked each of the gene models. SGP2 matrices were optimized by modifying, not only the eWF internal parameter (as done for geneid), but also two SGP2-specific internal parameters (“NO_SCORE” and “HSP_factor”). The “NO_SCORE” parameter provides a penalty for no overlap between TBLASTX-derived HSPs (High-Scoring Pairs) and geneid ab initio predictions in the same region whereas the “HSP_factor” parameter reduces the score assigned to the HSPs in order to maximize the prediction accuracy. The optimal values of “NO_SCORE” and “HSP_factor” were found to be 0.07 and -0.075 respectively for both A. dorsata and A. florea. The newly developed SGP2 parameter file was evaluated on the same “artificial scaffold” used to test the geneid matrix (Supplemental Tables S7, S8).
SGP2 can also use external information (i.e. introns) improve the accuracy of its predictions. We used the same set of introns as external evidence for SGP2 as we had for geneid. Again the accuracy of SGP2 (+introns) on the test scaffold confirmed an improvement in the performance of the program when introns are used as evidence (Supplemental Tables S7, S8).
The strategy used to obtain the SGP2-specific parameter file was based on the methodology described by Parra et al. (Parra et al. 2003)⁠ used to obtain a human SGP2 parameter file using mouse homology evidence.
Geneid/SGP2 (both with or without introns), augustus (with or without “hints”), glimmerHMM, geneMark and SNAP, using their newly developed A. florea-specific parameter files (except for SNAP which used an A. mellifera matrix) were subsequently used to predict genes on the latest repeat-masked assembly of this genome (Aflo_1.0_assembly_known_only_nolow.masked.fa).
Obtaining glimmerHMM gene predictions for input to EVM
We also obtained A. dorsata-specific and A. florea-specific matrices for the gene prediction tool glimmerHMM (Majoros et al. 2004)⁠. GlimmerHMM is an ab initio program that is based on a Generalized Hidden Markov Model (GHMM). This program also incorporates splice site models adapted from the GeneSplicer program and a decision tree adapted from glimmmerM.
We generated the species-specific matrices for this program by using a “self-training” script obtained from the University of Maryland (http://www.cbcb.umd.edu/software/GlimmerHMM). The training was performed by following the instructions provided in http://www.cbcb.umd.edu/software/GlimmerHMM/man.shtml#training. GlimmerHMM was trained on the same set of sequences used to train the gene prediction programs geneid and SGP2. The new glimmerHMM matrices were evaluated on the same “artificial scaffold” used to evaluate the other ab initio gene prediction parameter files described in this text (Supplemental Tables S7, S8).
Obtaining geneMark gene predictions for input to EVM
We generated A. dorsata-specific and A. florea-specific matrices for the gene prediction program geneMark (Lomsadze et al. 2005)⁠. The GeneMark-ES algorithm was developed for finding protein-coding genes in eukaryotic genomes without training sets. GeneMark-ES determines species-specific gene finding parameters using a self-training algorithm based on the species of interest genomic sequence. We generated an species-specific matrices for this program by using 15 MBases of A. dorsata or A. florea genomic sequence and following the self-training instructions found both at the program developer’s web site (http://opal.biology.gatech.edu/) and as indicated by Lomsadze et al. (Lomsadze et al. 2005)⁠. GeneMark was trained on the same set of sequences used to train the gene prediction programs described above. The new geneMark matrices were also evaluated on the same artificial scaffolds used to evaluate the other ab initio gene prediction parameter files used in this study (Supplemental Tables S7, S8).
Obtaining Augustus gene predictions for input to EVM
We also built an A. dorsata-specific and A. florea-specific parameter files for the gene prediction program Augustus (Stanke et al. 2006)⁠. Augustus is a program that predicts genes in eukaryotic genomic sequences and that is also “re-trainable”. The program is based on a Hidden Markov Model and integrates a number of known methods and sub-models. In order to obtain parameter files for Augustus we employed its own training program (http://www.molecularevolution.org/molevolfiles/exercises/augustus/training.html), and used it to estimate the optimal parameters for A. dorsata given the same 1,992 species-specific genes used in training the other ab initio tools used to obtain gene predictions on these species. The resulting augustus parameter file was evaluated on the same “artificial scaffold” consisting of the 499 concatenated gene models with 800 nucleotides of intervening sequence used to evaluate the other programs previously described (Supplemental Tables S7, S8).
We took advantage of Augustus’ potential to use external evidence to improve its performance. We did this by obtaining a set of predictions that used the newly developed Augustus parameters file in combination with PASA-derived transcript evidence (52,618 and 40,470 PASA transcripts for A. dorsata and A. florea, respectively, described above). Our strategy for taking advantage of the large set of transcripts followed the methodology described in (http://augustus.gobics.de/binaries/readme.rnaseq.html) and in an article by Stanke et al. (21) and allowed us to obtain a higher-accuracy evidence-based set of Augustus(+hints) predictions on the A. dorsata and A. florea assemblies (Supplemental Tables S7, S8). In order for the Augustus matrices to take advantage of the external data we first had to optimize some internal parameters of the new Augustus parameter file; the exonpart bonus for hints corresponding to PASA-evidence (“E”) was given a bonus of 1×E3. Also, for every exon part that was not supported by the PASA evidence, the probability of the gene structure was given a “malus” or a penalization of 0.997. Furthermore, complete exons predicted by Augustus that perfectly matched the exons in the external hints were given a bonus of 1×E4. The intron bonus for (PASA) hints of source E was set to 1×E5, meaning that a predicted intron would get this bonus when being exactly as in the PASA “hint”.
Obtaining SNAP gene predictions for input to EVM
Our final source of ab initio gene predictions to be used by the EVM combiner was obtained using the program SNAP (Korf 2004)⁠ with its pre-existing A. mellifera-specific matrix.
EVM-based annotation by combining different sources
Evidence Modeler (EVM r2012-06-25) (Haas et al. 2008)⁠ was used to obtain consensus coding sequence (CDS) models using three main sources of evidence: aligned transcripts, aligned proteins, and gene predictions. Transcript and protein alignments described above were filtered as suggested in the EVM documentation (http://evidencemodeler.sourceforge.net/). Gene predictions were modified as recommended (http://evidencemodeler.sourceforge.net/)) and added to the EVM pipeline. Subsequently the transcript alignments, protein alignments and the ab initio gene models were combined into consensus CDS models by EVM using different weights. These weights (Supplemental Tables S9, S10) were selected following the EVM documentation (i.e. http://evidencemodeler.sourceforge.net/) and, with regard to the ab initio predictions, also based on the accuracy of the different programs in predicting sequences in the evaluation “artificial scaffold” for this species (Supplemental Tables S7, S8).
The EVM pipeline resulted in 12,176 and 14,420 consensus gene models for A. dorsata and A. florea, respectively. Sources of evidence (ab initio, protein or transcript) EVM used to build the consensus gene models are provided in Supplemental Tables S11, S12. Final EVM sets after removing gene models with in-frame stop codons consisted of 12,172 and 14,393 gene models for A. dorsata and A. florea, respectively. The final sets were then updated with UTRs and alternative exons through four rounds of PASA’s routine to update annotations. The resulting transcripts were grouped into genes and then a pre-selected species-specific identifier was assigned to the genes, transcripts and protein products derived from them.
EVM consensus annotation statistics
Finally, and as a quality control, the protein products obtained from the final EVM gene stets were aligned against either the exhaustive NCBI non-redundant (NR-201402) database using BLASTP (E-value < .001 with a minimum identity of 25%) to determine what percentage of the annotated genes matched publicly available sequences. Results showed that ~90% of A. dorsata and ~91.5% of A. florea consensus EVM protein sequences matched an NR protein given the criteria above. Supplemental tables S13 and S14 provide additional statistics of the EVM consensus protein-coding gene sets.
Gene prediction in three species with AUGUSTUS-CGP
The softmasked genome sequences of Apis dorsata, Apis florea, Apis mellifera, Bombus impatiens and Bombus terrestris were aligned using Cactus (Paten et al. 2011)⁠ in two iterations. First, a phylogenetic tree was estimated using ffpry (Sims and Kim 2011)⁠. The resulting tree was manually manipulated to convert negative branch lengths to positive numbers. Cactus was initially run with this first tree. Subsequently, a second phylogenetic tree was computed with Mr. Bayes (Huelsenbeck and Ronquist 2001)⁠. The second tree was used to create a final genome alignment with Cactus.
The gene prediction software AUGUSTUS (Stanke et al. 2008)⁠ was recently extended to predict consistent gene structures in multiple genomes, simultaneously (König et al. 2016)⁠. This novel "AUGUSTUS-CGP" version was applied to the genome alignment using the honeybee1 parameters set (Elsik et al. 2014)⁠ and intron hints from RNA-seq data of Apis mellifera. The command line was:
augustus --/CompPred/omegaEff=1 --/CompPred/conservation=1 --treefile=tree.nwk --alnfile=genome.maf --softmasking=on --species=honeybee1 --dbaccess=bees.db --speciesfilenames=genomes.tbl --extrinsicCfgFile=extrinsic.cfg --optCfgFile=cgp_parameters.cfg --/CompPred/ec_addend=-5 --/CompPred/ec_factor=2 --/CompPred/featureScoreHects=1 --/CompPred/outdir=pred --dbhints=true
where input files as follows:
1. The file extrinsic.cfg contained the non-neutral general parameters
(nonexonpart        1 1 M 1 1e+100  RM 1 1.15 E 1 1) and the A. mellifera specific non-neutral parameters (intron        1 .34 M 1 1e+100 RM 1 1 E 1) 1e5.
2. The file cgp_parameters.cfg contained the following:
temperature             3
/MeaPrediction/x0_E     -1.25
/MeaPrediction/x0_I     -0.78125
/MeaPrediction/x1_E     50
/MeaPrediction/x1_I     100
/MeaPrediction/y0_E     0.5
/MeaPrediction/y0_I     0.9
/MeaPrediction/alpha_E  5.375
/MeaPrediction/alpha_I  2.5075
/MeaPrediction/i1_E     0
/MeaPrediction/i1_I     0
/MeaPrediction/i2_E     0.99
/MeaPrediction/i2_I     0.99
/MeaPrediction/j1_E     -1.25
/MeaPrediction/j1_I     -0.78125
/MeaPrediction/j2_E     4.9
/MeaPrediction/j2_I     9
/MeaPrediction/r_be     0.5
/MeaPrediction/r_bi     0.5
/CompPred/exon_gain     0.000001
/CompPred/exon_loss     0.000001
/CompPred/dd_factor     20
/CompPred/maxIterations 300
/CompPred/phylo_factor  10
Since predictions at the borders of alignment blocks can be problematic, such genes were joined with single species predictions. For A. mellifera, single species predictions were created with AUGUSTUS using the following command:
augustus --species=honeybee1 --hintsfile=intron.hints --extrinsicCfgFile=extrinsic.cfg --softmasking=on genome.fa
where intron.hints contained RNA-seq intron hints (described above) and extrinsic.cfg had the same non-neutral lines as shown for AUGUSTUS-CGP.
Single gene predictions for B. impatiens and B. terrestris were created using AUGUSTUS with the following command:
augustus --species=bombus_terrestris2 --extrinsicCfgFile=extrinsic.cfg --softmasking=on genome.fa 
where bombus_terrestris2 is the parameter set from (Sadd et al. 2015)⁠.
AUGUSTUS-CGP predictions of A. dorsata and A. florea were joined with EVM gene models, described above.
Annotating the A. dorsata genome with MAKER
We used the MAKER genome annotation pipeline to choose among the A. dorsata gene models annotated by EVM and Augustus-CGP. This application took advantage of MAKER’s annotation management capabilities, rather than its use as a de novo annotation pipeline. The annotations created by EVM and Augustus-CGP were both supplied to MAKER as predictions which would be evaluated by evidential support. The softmasked version of the A. dorsata genome, described above, was provided to MAKER. The protein evidence used for evaluating models was the UniRef90 database and the RefSeq Apis mellifera proteins, which were aligned to the genome with BLASTX. The transcript evidence used for evaluating the gene models was the StringTie dataset described above. The StringTie gtf files were converted to fasta files with the cufflinks_gtf_genome_to_cdna_fasta.pl script from the Transdecoder package. Because the RNA-seq evidence originated from a different species than was being annotated, these datasets were aligned with TBLASTX instead of BLASTN (ncbi-blast+ v.2.2.30). Annotations that overlap the same region of the genome were evaluated by MAKER based on their support by transcript and protein sequence alignments. At each locus, the annotation that was best supported by evidence was included in the final MAKER set as the model for that region.
Gene set annotation
We used InterProScan (Zdobnov and Apweiler 2001)⁠ to compare protein sequences to the following InterPro (Finn et al. 2017)⁠ protein domain and motif databases: Pfam (Finn et al. 2016)⁠, PANTHER (Mi et al. 2017)⁠, TIGRFAMS (Haft et al. 2013)⁠, SMART (Haft et al. 2013)⁠, PRODOM (Haft et al. 2013)⁠, PROSITE (Sigrist et al. 2009)⁠, PIRSF (Wu 2004)⁠, PRINTS (Attwood et al. 2003)⁠, SUPERFAMILY (Oates et al. 2015).⁠
Bacterial Contamination
InterPro results for some of the genes specific to only one or two Apis species suggested that they may be a result of bacterial contamination in an Apis genome assembly. To screen for potential bacterial contamination in the three Apis genome assemblies, each genome assembly was aligned to the NCBI RefSeq Prokaryotic Representative Genomes database using Megablast (Zhang et al. 2000)⁠ with an E-value threshold of 1 x 10-6. Locations of Megablast hits in the Apis genome assemblies were converted to gff3 format. IntersectBed (BedTools (Quinlan and Hall 2010)⁠) was used to identify gene coordinates that overlapped bacterial alignment coordinates to flag genes that were potentially a result of bacterial sequence contamination in the genome assembly.
Ortholog prediction
Protein sequences from the three comparative gene sets were combined into one file that was used in an all by all protein comparison with FASTA (Pearson and Lipman 1988)⁠ using an E-value threshold 0.001. Ortholog families containing one gene from each species were identified using the FASTA output as follows. For each protein query, the identifier of the aligned protein (“hit”) with the highest Smith-Waterman score of each species was mapped to its gene id and saved. At the end of this step, each protein query was associated with up to three best-hit genes: the gene encoding the query itself and a gene from each of the two other species, if present. We defined families of single-copy orthologs as groups containing one gene per species such that every pair of genes in the family had a reciprocal best-hit gene using the Smith-Waterman score for protein alignments. Since some genes code for more than one protein isoform, each isoform of a particular gene was required to be associated with same set of best-hit genes.
After creating the families of Apis orthologs, a Bombus protein to serve as an outgroup was identified for each family as follows. FASTA was used to compare proteins from the Apis ortholog families with proteins of B. impatiens (RefSeq and OGS (Sadd et al. 2015)⁠) and B. terrestris (RefSeq), using an E-value threshold of 0.001. One best hit Bombus protein was selected as an outgroup for each ortholog family, with preference in the following order: B. impatiens RefSeq, B. impatiens OGS, B. terrestris RefSeq. 9310 Apis ortholog families were assigned a Bombus protein to be used as an outgroup.
Multiple sequence alignment
For each ortholog family, the longest protein isoforms for each of the three Apis genes and one Bombus gene were used in multiple sequence alignment with PRANK (v.150803) (Löytynoja and Goldman 2008)⁠ and unreliably aligned residues were masked with GUIDANCE (v2.02) (Penn et al. 2010)⁠. This combination was shown to perform the best on simulated data (Jordan and Goldman 2012; Privman et al. 2012)⁠. Only gene families including strictly one ortholog in each of the 4 species were selected (8850 gene families). Protein sequences were replaced with coding sequences in the multiple alignments but failed for 109 ortholog families, as coding sequences did not match the predicted proteins. Alignments regions, where gapped positions were present, were removed with Gblocks (v0.91b; type = codons; minimum length of a block = 4; no gaps allowed) (Talavera and Castresana 2007)⁠, as these are the most problematic for positive selection inference (Fletcher and Yang 2010; Markova-Raina and Petrov 2011)⁠. Finally, CDS shorter than 303 nucleotides (101 codons) were eliminated, we used here a more stringent filter than in Hambuch & Parsch (Hambuch and Parsch 2005)⁠ as our phylogenetic depth is limited.
Tests of functional category enrichment
[bookmark: firstHeading1][bookmark: firstHeading4]To account for possible biases in GO annotations resulting from our alignment filtering, we performed a Fisher’s exact test between the full and filtered data-sets and found the following depleted GO annotations: “dendrite membrane” (CC), P < 0.0001; “odorant binding” (MF), P < 0.0001; “olfactory receptor activity” (MF), P < 0.0001; “detection of chemical stimulus involved in sensory perception of smell” (BP), P < 0.0001; “mitochondrial cytochrome c oxidase assembly” (BP), P < 0.1;  “mitochondrial intermembrane space” (CC), P < 0.2;  “outer dynein arm” (CC), P < 0.2 and the following enriched GO annotations: “protein binding” (MF), P < 0.01;  “cytosol” (CC), P < 0.02; “Golgi membrane” (CC), P < 0.2). Thus, we disregarded our finding that the GO term “cytosol” was over-enriched as a potential artifact.
	To identify functional categories enriched with genes under positive selection, the SUMSTAT test based on the test from Efron and Tibshirani (2007) (Supplemental Code) was used as described in Roux et al. (2014). The SUMSTAT test is more sensitive than other methods, and minimizes the rate of false positives (Ackermann and Strimmer 2009; Tintle et al. 2009; Fehringer et al. 2012; Daub et al. 2013)⁠. To be able to use the distribution of log-likelihood ratios of the positive selection test as scores in the SUMSTAT test, a fourth root transformation was used (Roux et al. 2014)⁠. This transformation conserves the ranks of gene families (Canal 2005)⁠. 
The list of significant gene sets resulting from enrichment tests is usually highly redundant. We therefore implemented the “elim” algorithm from the Bioconductor package topGO, to decorrelate the graph structure of the Gene Ontology (Alexa et al. 2006)⁠. To account for multiple testing, the final list of p-values resulting from this test was corrected with the FDR (Benjamini and Hochberg 1995; Roux et al. 2014) and set up our significant threshold at 20% as in Roux et al. (2014).
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