Signals of recent positive selection in a worldwide sample of human populations

Joseph K. Pickrell,1,13 Graham Coop,1,12,13 John Novembre,1,2 Sridhar Kudaravalli,1 Jun Z. Li,3 Devin Absher,4 Balaji S. Srinivasan,5,6,7,8 Gregory S. Barsh,9 Richard M. Myers,4 Marcus W. Feldman,10 and Jonathan K. Pritchard1,11,13

1Department of Human Genetics, The University of Chicago, Chicago, Illinois 60637, USA; 2Department of Ecology and Evolutionary Biology, University of California, Los Angeles, Los Angeles, California 90095, USA; 3Department of Human Genetics, University of Michigan, Ann Arbor, Michigan 48109, USA; 4HudsonAlpha Institute for Biotechnology, Huntsville, Alabama 35806, USA; 5Stanford Genome Technology Center, Stanford University, Stanford, California 94305, USA; 6Program in Biomedical Informatics, Stanford University, Stanford, California 94305, USA; 7Department of Computer Science, Stanford University, Stanford, California 94305, USA; 8Department of Statistics, Stanford University, Stanford, California 94305, USA; 9Department of Genetics, Stanford University, Stanford, California 94305, USA; 10Department of Biological Sciences, Stanford University, Stanford, California 94305, USA; 11Howard Hughes Medical Institute, The University of Chicago, Chicago, Illinois 60637, USA

Genome-wide scans for recent positive selection in humans have yielded insight into the mechanisms underlying the extensive phenotypic diversity in our species, but have focused on a limited number of populations. Here, we present an analysis of recent selection in a global sample of 53 populations, using genotype data from the Human Genome Diversity-CEPH Panel. We refine the geographic distributions of known selective sweeps, and find extensive overlap between these distributions for populations in the same continental region but limited overlap between populations outside these groupings. We present several examples of previously unrecognized candidate targets of selection, including signals at a number of genes in the NRG–ERBB4 developmental pathway in non-African populations. Analysis of recently identified genes involved in complex diseases suggests that there has been selection on loci involved in susceptibility to type 2 diabetes. Finally, we search for local adaptation between geographically close populations, and highlight several examples.

[Supplemental material is available online at www.genome.org. The data from this study is publicly available at http://hgdp.uchicago.edu/]

The ability to identify the molecular signature of natural selection provides a powerful tool for identifying loci that have contributed to adaptation. Recently, a number of analytical techniques have been developed to identify signals of recent positive selection on a genome-wide scale and applied to polymorphism data from several human populations (Kelley et al. 2006; Voight et al. 2006; Wang et al. 2006; Sabeti et al. 2007; Williamson et al. 2007; Barreiro et al. 2008). Several loci important for human adaptation have been identified or confirmed in these scans: notable examples include a number of genes involved in skin pigmentation (Voight et al. 2006; Sabeti et al. 2007; Williamson et al. 2007); EDAR, involved in hair morphology (Kelley et al. 2006; Fujimoto et al. 2008; Mou et al. 2008); and LCT, at which variants under selection contribute to lactase persistence (Bersaglieri et al. 2004).

The populations studied to date, however, represent a limited sample of human diversity. Most of these studies have relied on either the HapMap (Frazer et al. 2007) or Perlegen (Hinds et al. 2005) datasets, each of which includes samples from only a few populations: one European, one African (or African-American), and one or two East Asian populations. Since selective pressures such as diet, climate, and pathogen load vary greatly across the globe, even on relatively small scales, understanding the genetic response to this environmental variation requires higher geographic resolution in the sampling of human diversity (Prugnolle et al. 2005; Perry et al. 2007; Hancock et al. 2008). In this paper, we present results from a series of genome-wide scans for natural selection using single nucleotide polymorphism (SNP) genotype data from the Human Genome Diversity-CEPH Panel (HGDP), a data set containing 938 individuals from 53 populations typed on the Illumina 650Y platform (Li et al. 2008).

Our goals here were twofold. First, we sought to employ data from the 53 populations of the HGDP to better understand the geographic patterns of selected haplotypes. We find extensive sharing of putative selection signals between genetically similar populations, and limited sharing between genetically distant ones. In particular, Europe, the Middle East, and Central Asia show strikingly similar patterns of putative selection signals.

Second, we sought to identify novel candidate loci that have experienced recent positive selection and relate these signals to phenotypic variation. We identify several novel strong candidates for selection, including C21orf34, a gene of unknown function, and several genes in the NRG–ERBB4 developmental pathway. Interpretation of previous scans for selection has been limited by the relative paucity of information about the genetics of natural variation in humans. Recent genome-wide association studies, however, are beginning to fill this void, and many loci have been
identified at which variation influences phenotypes (McCarthy et al. 2008). We have used this information as a guide in the interpretation of our scans for selection. In general, we find limited overlap between the results of genome-wide association studies and our scan for selection, with some notable exceptions, particularly in pigmentation and type II diabetes.

Results

After quality control and removal of related individuals, the HGDP data consist of 657,143 SNPs typed on 938 individuals in 53 populations. For some analyses, each population was treated individually, but for others we found it more powerful to group populations together and increase sample sizes. For these latter analyses, we divided the individuals into eight groups, most of which represent broad geographic regions: Bantu-speaking populations, Biaka Pygmies, Europeans, Middle Easterners, South Asians, East Asians, Oceanians, and Native Americans. These groups were chosen to provide reasonably homogenous sets of populations for analysis, as judged by clustering at randomly chosen loci (Rosenberg et al. 2002; Li et al. 2008). The Mbuti Pygmies and San were dropped from these groups because their large divergence from other African populations means that we might lose power by grouping them with the other Africans, and their small sample sizes indicate that we would have low power in treating them on their own.

Our analyses focus primarily on two haplotype-based tests: iHS (Voight et al. 2006) and XP-EHH (Sabeti et al. 2007). These tests were chosen because previous power analyses suggest they are largely complementary—iHS has good power to detect selective sweeps at moderate frequency (~50%–80%), but low power to detect sweeps that have reached high frequency (>80%) or fixation; in contrast, XP-EHH is most powerful for selective sweeps above 80% frequency (Voight et al. 2006; Sabeti et al. 2007). Some analyses presented here also use $F_{ST}$, a measure of population differentiation which has power to detect selection on standing variation as well as on new selected sites (Innan and Kim 2008), or the CLR test of the allele frequency spectrum (Nielsen et al. 2005; Williamson et al. 2007), an alternative to XP-EHH for detecting high-frequency selective sweeps. Throughout this paper, the "P-values" presented will be empirical P-values; that is, a low P-value indicates that a locus is an outlier with respect to the rest of the genome (Teshima et al. 2006). We find this approach useful because P-values based on an explicit demographic model are unreliable when there is uncertainty in the demographic parameters (as is the case for humans). However, we note that loci detected as being under selection using this approach may be an unrepresentative sample of all truly selected loci; in particular, selection on standing variation and recessive loci are likely to be underrepresented (Teshima et al. 2006).

Assessment of power

The HGDP data present a number of challenges for the detection of selection. First, the data consist largely of tag SNPs selected to maximize coverage of the HapMap populations (Eberle et al. 2007). The allele frequencies and linkage disequilibrium patterns at these SNPs differ from the genome as a whole. Second, the populations of the HGDP have different demographic histories and sample sizes, which may affect power to detect selection.

The selection of tag SNPs from the HapMap is expected to reduce coverage in regions of the genome that show strong evidence of selective sweeps (and thus contain extensive LD) in the HapMap populations. We find this is indeed the case: of the genomic regions with the strongest iHS signals in the HapMap data, about 25% of 200-kb regions contain <20 SNPs on the Illumina chip. This is significantly less than the genome-wide average of about 40 SNPs per 200 kb overall on the Illumina chip ($P = 8 \times 10^{-4}$, $P = 9 \times 10^{-3}$, and $P = 2 \times 10^{-6}$ for regions identified as under selection in the HapMap European, Asian, and Bantu samples, respectively; one-sided t-test) and far fewer than the average 180 SNPs/200 kb in the HapMap. This indicates that power may be reduced in the HGDP for confirming selective sweeps already identified in the HapMap, although it should not affect power to detect novel selection signals in other populations.

To further explore the power to detect selection in this panel, we performed simulations under a simple, three-population model of human demography based on the HapMap (Schaffner et al. 2005) and we approximated the Illumina SNP ascertertainment scheme (see Methods; Supplemental Fig. 1). These simulations were designed to guide intuition about the impact of a few chosen parameters on power, rather than to represent a formal null model. One important feature of the demographic model used here is the presence of two population bottlenecks in the non-African populations, with the second bottleneck being stronger in the East Asian population. This demographic model provides a good fit to several aspects of the data for the HapMap populations (data not shown). We use this model here because it is likely to be a good approximation to the demographics of many of the HGDP populations, and because fitting a demographic model to the 53 populations of the HGDP presents significant challenges and no such model is currently available.

As previously reported (Voight et al. 2006; Sabeti et al. 2007), we find that the fraction of extreme iHS scores in a genomic region is a more powerful statistic than the maximum score, while the reverse is true of XP-EHH (data not shown). As noted above, iHS has moderate power to detect a selective sweep that has reached intermediate frequency and little power to detect a sweep near fixation, while XP-EHH is more powerful to detect selective sweeps at or near fixation. Neither test has appreciable power to detect a selective sweep that has not yet reached a frequency >30%. We saw an important effect of demography in these simulations. The power to detect selection is highest in the "African" demography, intermediate in the "European" demography, and lowest in the "East Asian" demography (Supplemental Fig. 2). Although not explicitly included in the simulations, this suggests that power is low for both these tests in Oceania and America, which have experienced more recent and severe bottlenecks (Conrad et al. 2006). This is consistent with the observation that nonequilibrium demographies can inflate haplotype-based test statistics (Macpherson et al. 2008).

We also investigated the impact of sample size on power. For iHS, the loss of power incurred by decreasing sample size is modest until a threshold of ~40 chromosomes, while XP-EHH maintains power with as few as 20 chromosomes, as long as the reference population is of a fixed sample size (Supplemental Fig. 3). Since many HGDP populations contain around 10 individuals, power may be gained for iHS by grouping together genetically similar populations.

Overview of genomic regions with selection signals

To identify genomic regions that may have been targets of recent selection, we calculated XP-EHH and iHS on each broad population grouping mentioned above and on each individual population. To facilitate comparisons of genomic regions across populations, we then split the genome into nonoverlapping segments of 200 kb and
computed, in each segment, the maximum XP-EHH score and the fraction of extreme (iHS > 2) iHS scores. The choice of 200 kb as a window size was motivated by the desire to have a sufficient number of SNPs in a window while maintaining a size on the scale of the signal generated by selective sweeps (~0.3–0.5 cM) (Voight et al. 2006). Other window sizes, and the use of a sliding window, gave qualitatively similar results (Supplemental Figs. 6, 7). In each window, we converted the test statistic to an empirical P-value, taking into account the number of SNPs in the window (see Methods). In Figure 1, we show the 10 most extreme windows of the genome from each geographic region for these statistics. The complete lists of regions with empirical $P < 0.01$ for each geographic region are in Supplemental Figures 13–28.

A number of interesting patterns emerge from Figure 1. First, there is extensive sharing of extreme iHS and XP-EHH signals between Europe, the Middle East, and Central Asia, while overlap between other regions is much more limited. In fact, 44% of the genomic segments in the 1% tail of iHS in Europe fall in the 5% tail for both the Middle East and Central Asia (89% are shared between Europe and at least one of these two), while only 12% of European signals are present in East Asia by the same criterion. Second, XP-EHH signals seem to be shared on a larger geographic scale than iHS signals. However, the fact that XP-EHH needs a reference population makes overlap hard to interpret; in particular, the lack of overlap between African and non-African groups could be the consequence of use of a reference. To address this, we compared the overlaps in selection signals as judged by the CLR test, which, like XP-EHH, has power to detect high frequency and fixed selective sweeps, but does not rely on a reference population (Williamson et al. 2007). XP-EHH and the CLR test tend to identify the same regions as putative targets of selection and, as with iHS and XP-EHH, signals from the CLR test tend to be shared between Europe, the Middle East, and Central Asia, while sharing between African and non-African populations is very limited (Supplemental Fig. 8). Another concern is that these patterns of overlap may be influenced by the way populations were grouped together for analysis. However, this is not the case; the patterns of overlap hold as well when analysis is performed in each population individually, and both iHS and XP-EHH signals are generally shared between populations in a geographic region (Supplemental Figs. 4, 5).

We also asked how our scans in these pooled populations related to those from the HapMap. We calculated both iHS and XP-EHH on the Phase II HapMap samples and performed the same procedure as above. We found considerable overlap: For iHS, 51% of the windows in the 1% tail in Europe fall in the 5% tail in HapMap Europeans, 63% of signals in East Asia overlap those from the HapMap Asian population by the same criteria, and 38% of signals in the Bantu overlap those identified in the HapMap Yoruba. For XP-EHH, the corresponding figures are 69%, 89%, and 41%. While this is extensive overlap, it is far from complete. One important reason for the incomplete overlap is the vastly different SNP density between the HapMap (which contains 3.1 million SNPs) and the HGDP, especially in regions with strong selection signals in the HapMap, as noted above. Other reasons for incomplete overlap include the fact that the HapMap has a much smaller number of SNPs than the HGDP, and the fact that the HGDP is much more complete in regions with strong selection signals.

![Figure 1](https://example.com/figure1.png)

**Figure 1.** Top 10 iHS (A) and XP-EHH (B) signals by population cluster. Each row is a 200-kb genomic window, each column is a geographic region, and each cell is colored according to the position of the window in the empirical distribution of scores for that region. Plotted are the most extreme 10 windows for each geographic region. Gray cells in A are windows that have fewer than 20 SNPs for which iHS was calculated (see Methods). To the right of each row is a list of genes that fall in the window. Windows where the genes are in red are discussed in the text. Note that interpretation of the overlap in XP-EHH signals is complicated by the need for a reference population; see the main text.
overlap include the presence of some population-specific partial sweeps and incomplete power to detect selection.

**Genes and phenotypes under selection**

The data in the HGDP permit the use of multiple types of population genetic evidence in evaluating the case for selection on a particular locus. These types of evidence include haplotype structure (Hudson et al. 1998; Sabeti et al. 2002), linkage disequilibrium (Kim and Nielsen 2004; Jensen et al. 2007), the allele frequency spectrum (Smith and Haigh 1974; Tajima 1989), and population differentiation (Lewontin and Krakauer 1973). As an example of how these data allow for the identification of novel selection candidates, we present in Figure 2 the case for selection at C2orf34, a locus of unknown function on chromosome 21.

This locus contains some of the most extreme XP-EHH scores in the genome in non-African populations, including the most extreme score in Europe (Fig. 1B). Visualization of the haplotypes in the region (Fig. 2A) revealed a striking lack of diversity in an ~200-kb region in non-African populations; this was confirmed by using a sliding window of heterozygosity (Fig. 2B). If this reduction in diversity and strong haplotype structure had been driven by positive selection in non-African populations, the region should contain SNPs with large population differentiation between African and non-African populations (Slatkin and Wiehe 1998). This is indeed the case: There are a number of SNPs in the region with extreme FST, including the SNP with the highest FST in the HGDP data set, which almost perfectly differentiates African from non-African individuals (Fig. 2C). In sum, these observations suggest that a haplotype in this region swept to near fixation at some point since the out-of-Africa migration. This region of reduced diversity in non-Africans includes the terminal three exons of C2orf34, a gene that is expressed in many tissues (Gardiner et al. 2002), as well as three microRNA genes (mir-99a, let-7c, and mir-125b-2). Currently, there are no known SNPs in any of these potential functional targets.

We next turned our attention from the top signals to specific candidate genes. We took two approaches to identifying selection signals of interest. First, we assembled lists of polymorphisms associated with potentially evolutionarily-relevant traits, and tested whether regions surrounding these polymorphisms show more population differentiation than random regions of the genome (see below, Methods). Second, we considered all genomic windows in the 1% tail of iHS or XP-EHH to be candidates for containing a selective sweep, and all genes within 50 kb of a window as candidates for the target of selection. We then manually examined these regions for genes of interest. In the following sections, we present the results from this analysis.

**Pigmentation**

Several genes involved in pigmentation have been targets of recent positive selection in non-African populations, including SLC24A5 (Lamason et al. 2005), KITLG (Miller et al. 2007), and SLC45A2 (Norton et al. 2007). Indeed, two of these (KITLG and SLC24A5) appear in the list of the most extreme haplotype patterns in the genome in Figure 1 and Supplemental Figure 8: SLC24A5 has one of the most extreme iHS and XP-EHH signals in Europe, the Middle East and Central Asia (referred to hereafter as West Eurasia) and KITLG has one of the most extreme XP-EHH scores in all non-African populations.

To assess more comprehensively the extent of natural selection in pigmentation genes, we compiled a list of genes currently known to contribute to natural variation in humans from recent GWA studies (Stokowski et al. 2007; Han et al. 2008; Sulem et al. 2007, 2008). Around each pigmentation-associated SNP, we defined a window of 100 kb, and took the maximum FST across SNPs for pairwise comparisons of all continental regions. We used this approach rather than taking FST directly at the association signals because the Illumina chip does not contain most of the SNPs with association signals and, even where it does, the associated

---

**Figure 2.** Evidence for selection in a region containing part of the gene C2orf34. (A) Haplotype plots in a 500-kb region on chromosome 21 surrounding the locus. Each row represents a haplotype, and each column a SNP. Rows are colored the same if and only if the underlying sequence is identical (some low-frequency SNPs are excluded). For full details on the generation of these plots, see Conrad et al. (2006). (B) Heterozygosity in the same region. Lines show heterozygosity calculated in a sliding window of three SNPs across the region in different populations. Black arrows at the top of the plot represent the positions of SNPs with FST > 0.6 (i.e., in the 0.01% tail of worldwide FST). (C) A pie chart of the worldwide distribution of a SNP that tags the red haplotype in A (rs2823850). (Red) The derived allele frequency; (blue) the ancestral allele frequency.
SNP may simply be tagging the true causal variant. For comparison, we randomly sampled 10,000 SNPs from the Illumina chip and performed the same procedure. The results for six pairwise comparisons are presented in Figure 3.

Overall, regions of the genome associated with pigmentation tend to have higher \( F_{ST} \) between Africa and Europe, and between Europe and East Asia, than random regions of the genome (Africa-Europe \( P = 3 \times 10^{-4} \), Europe-East Asia \( P = 1 \times 10^{-4} \); one-sided Mann-Whitney test). These regions do not show unusually high differentiation between East Asia and Africa \( (P = 0.51) \) despite the fact that East Asians have evolved lighter skin since the out-of-Africa expansion. This reflects the fact that most pigmentation genes have been discovered in European or African-American samples and that the evolution of light pigmentation in East Asia seems to have occurred largely via separate genes (Norton et al. 2007). Turning to individual genes, all three of the previously well-supported targets of selection fall well into the 1% tail of at least one comparison. With equally extreme differentiation are \( OCA2 \) and \( TYRP1 \), previously reported to be candidates for selection based on haplotype structure alone (Voight et al. 2006). These two loci strongly differentiate Europe from Central Asia, in contrast to the overall trend of West Eurasia showing similar patterns of selection (Fig. 1).

Although not identified to date by genome-wide scans for pigmentation variation, we also noticed that other candidate pigmentation loci fall among the top haplotype-based signals of selection. In particular, \( MLPH \) shows a strong XP-EHH signal in non-African populations, and \( RGS19 \) shows a strong iHS and XP-EHH signal in Bantu populations. \( MLPH \) is known to influence pigmentation in mouse (Matesic et al. 2001), dog (Drogemuller et al. 2007), cat (Ishida et al. 2006), and chicken (Vaez et al. 2008), and \( RGS19 \) was recently shown to influence pigmentation in mouse (McGowan et al. 2008). These loci have not been identified in genome-wide association studies to date, but we note that there may have been no genome-wide admixture mapping studies of pigmentation; this type of study will be necessary to confirm the role of these genes, if any, in between-population variation in pigmentation.

The above results confirm that using the maximum \( F_{ST} \) in a window around an associated SNP is a relatively sensitive measure for detecting selection, even when the causal SNP may not be present in the data. With this tool in hand, we turn to other phenotypes where the role of selection is unknown.

**Disease susceptibility and other quantitative phenotypes**

It has been hypothesized that alleles involved in common disease could often be targets of selection (Neel 1962; Di Rienzo and Hudson 2005; Nielsen et al. 2007; Hancock et al. 2008). However, studies of SNPs associated with complex disease have found no evidence that they are significantly more differentiated among populations than random SNPs in the genome (Lohmueller et al. 2006; Myles et al. 2008). Recent genome-wide association studies, along with the genome-wide SNP data from the HGDP, permit a more comprehensive test of this hypothesis. We compiled lists of SNPs associated with several common diseases and quantitative traits for which many associated loci are known (Crohn’s disease, type I and II diabetes, height, and lipid levels) from published genome-wide association studies (Scott et al. 2007; Todd et al. 2007; Gudbjartsson et al. 2008; Lettre et al. 2008; Unoki et al. 2008; Weedon et al. 2008; Willer et al. 2008; Yasuda et al. 2008; Zeggini et al. 2008). We applied the above method used for pigmentation to test whether loci associated with any of these other phenotypes are enriched for SNPs with high \( F_{ST} \).

Loci involved in lipid levels (Supplemental Fig. 9), susceptibility to Crohn’s disease (Supplemental Fig. 10), height (Supplemental Fig. 11), and susceptibility to type I diabetes (Fig. 4) show little evidence of being subject to selection. However, there are a few notable exceptions to this. One such exception is a non-synonymous SNP (rs3184504) in \( SH2B3 \), identified as a risk factor for both type I diabetes and celiac disease (Todd et al. 2007; Hunt et al. 2008). The region appears in the 1% tail of iHS in Europe, and the iHS score on the individual SNP is \( -2.02 \) (empirical \( P = 0.02 \)). This region is also an outlier in the \( F_{ST} \) comparison between Europe and East Asia (Fig. 4). Interestingly, the risk allele appears on the sweeping haplotype, suggesting that risk for autoimmune disease may have increased as a byproduct of natural selection in some populations.

Risk of type II diabetes has been hypothesized to be a target of natural selection in humans due to the effect of the disease on metabolism and energy production (Neel 1962). Indeed, the locus with the strongest impact on disease susceptibility in Europeans, \( TCF7L2 \), shows impressive differences in allele frequencies between Africa and East Asia (Fig. 4; Helgason et al. 2007). Overall, we show in Figure 4 that regions of the genome harboring SNPs associated with type II diabetes significantly differentiate Europeans and East Asians from Africans (Europe-Africa \( P = 0.006 \), East Asia-Africa

**Figure 3.** \( F_{ST} \) around loci involved in natural variation in pigmentation. For each SNP found to be associated with pigmentation in a genome-wide scan, we plot the maximum pairwise \( F_{ST} \) between geographic regions in a 100-kb window surrounding the SNP in the HGDP data, as well as a histogram of the null distribution calculated by finding the maximum \( F_{ST} \) in 100-kb windows surrounding each of 10,000 random SNPs. The dotted lines shows the position beyond which 5% of the random SNPs fall, and the solid lines the position beyond which 1% of the random SNPs fall. Gene names that are starred fall in the 1% tail of at least one comparison, and those with two stars fall in the 1% tail of at least one comparison. Letters are positioned along the y-axis to improve readability. The key in the bottom right panel applies to all panels.
Positive selection in human populations

**Figure 4.** $F_{ST}$ around loci involved in natural variation in diabetes susceptibility. For each SNP associated with either type I or type II diabetes we plot the maximum pairwise $F_{ST}$ between geographic regions in a 100-kb window surrounding the SNP in the HGDP data, as well as a histogram of the null distribution calculated by finding the maximum $F_{ST}$ in 100-kb windows surrounding each of 10,000 random SNPs. The dotted lines show the position beyond which 5% of the random SNPs fall, and the solid lines the position beyond which 1% of the random SNPs fall. Gene names that are starred fall in the 5% tail of at least one comparison, and those with two stars fall in the 1% tail of at least one comparison. Letters are positioned along the y-axis to improve readability. The key in the bottom panel of each column applies to the entire column.

$P = 0.02$, one-sided Mann-Whitney test]. There are a number of regions that contain strong outliers in at least one comparison, including TCF7L2, TSPAN8, JAZF1, and ADAMTS9. Other associated regions also show XP-EHH signals well into the 1% tail: these are THADA in East Asia (maximum XP-EHH at rs12474030 of 3.7, empirical $P = 1 \times 10^{-5}$) and an intergenic region on chromosome 11 in Europeans (maximum XP-EHH at rs16936071 of 3.6, empirical $P = 2 \times 10^{-4}$). We note, however, that though these type II diabetes-associated regions are more differentiated than random regions of the genome, the associated SNPs themselves often are not (as in Myles et al. [2008], at a subset of the SNPs considered here). We return briefly to this point in the Discussion.

**NRG–ERBB4 pathway**

Among the top selection candidates shown in Figure 1, we noticed that two—ERBB4 and NRG3—are, in fact, binding partners (Zhang et al. 1997). Although these two genes are large, and thus contain a number of tested windows, they both are outliers with respect to the rest of the genome even after a conservative Bonferroni correction for the number of windows (empirical $P = 0.001$ and $P = 0.006$ in the Middle East for ERBB4 and NRG3, respectively). Further inspection of genes in the NRG–ERBB4 pathway (Kanehisa et al. 2008) revealed a striking alignment of selection signals (Fig. 5A). ERBB4 shows extremely iHS signals in all non-African populations (Fig. 5B,C), NRG3 shows extreme iHS signals in West Eurasian populations, and two other binding partners of ERBB4—NRG1 and NRG2—fall well into the 1% tail of iHS scores in East Asia (Fig. 5A). Further, ADAM17, the gene encoding the enzyme that converts NRG1 to its active form (Mei and Xiong 2008), falls in a region that contains some of the most extreme XP-EHH scores in East Asia (maximum value of XP-EHH in the region of 4.2 at rs2709591, empirical $P = 2 \times 10^{-5}$).

The NRG–ERBB4 signaling pathway is well-studied and known to be involved in the development of a number of tissues, including heart, neural, and mammary tissue (Gassmann et al. 1995; Tidcombe et al. 2003). Variants in genes in this pathway have been associated with risk of schizophrenia and various psychiatric phenotypes (Stefansson et al. 2002; Hall et al. 2006; Mei and Xiong 2008). We suggest that an unidentified phenotype affected by this pathway has experienced strong recent selection in non-African populations.

**Local adaptation**

A significant advantage of these data over previous scans for selection is that they allow for the detection of selection on much smaller geographic scales. To identify differential selection between closely related populations, we chose to use $F_{ST}$ rather than haplotype-based methods, as haplotype-based signals are largely shared between geographically close populations (Supplemental Figs. 4, 5) and we speculated that selection on a very local scale may lead to only modest allele frequency changes. We manually examined the 100 SNPs that most extremely differentiate in select pairs of populations for evidence of local adaptation (such that all the SNPs mentioned in the following paragraphs fall in the 0.05% tail of the comparison being discussed). We note that though alleles underlying local adaptation may often be population-specific and thus not included on the Illumina chip, a selective sweep should often affect differentiation at nearby tag SNPs (though the magnitude of this effect depends on the levels of migration and the selection coefficient, among other factors; Santiago and Caballero 2005).

Within Africa, we compared the Yoruba to each of the Pygmy populations, and the two Pygmy populations (Mbuti and Biaka) to each other, hypothesizing that the loci involved in reduced stature in Pygmies should be specific to that group (and be detectable by differentiation at nearby tag SNPs). Notably, genes involved in variation in height in Europeans are not enriched for SNPs that strongly differentiate Pygmy from Bantu populations, suggesting that variation in these genes is not responsible for the divergence in phenotype between these two groups (Supplemental Fig. 12). However, among the 100 most differentiated SNPs between the Yoruba and Biaka are two SNPs in genes in the insulin growth factor
Figure 5. Selection signals in the NRG–ERBB4 pathway. (A) A schematic of the NRG–ERBB4 pathway, drawn from interactions reported in KEGG (Kanehisa et al. 2008) and Mei and Xiong (2008). Each oval represents a gene, and the colored circles denote the geographic regions that have significant selection signals (empirical scores in the top 5% of the distribution). We excluded Oceania and the Americas from this plot since selection scans are expected to have low power in these regions. For ADAM17, the selection statistic is XP-EHH; for the others it is iHS. (B) Haplotype plots at the putative selected region in ERBB4. (C) Worldwide allele frequencies of a SNP that tags the red haplotype in B (rs1505355). (Red) The derived allele; (blue) the ancestral allele.

Within Western Eurasia, we compared the French, Palestinian, and Balochi populations, as they have the largest sample sizes in their regions. The most extreme SNP (rs4833103) identified in the French–Balochi and French–Palestinian comparisons (French–Balochi $F_{ST} = 0.69$, French–Palestinian $F_{ST} = 0.6$) falls in a cluster of Toll-like receptor genes. A nonsynonymous SNP in TLR6 (rs5743810), a gene involved in the recognition of bacterial pathogens (Ozinsky et al. 2000), is among the highly differentiated SNPs in this cluster (Fig. 6A). This region was previously identified by Todd et al. (2007) as containing SNPs that strongly differentiate populations within Europe; those investigators also noted that the region shows no haplotype-based signature of selection.

Among the most differentiated SNPs between the Yakut and Maya is a nonsynonymous SNP (rs12421620) in DPP3, a gene highly expressed in lymphoblasts, the derived allele of which is essentially specific to the Americas (Fig. 6B). Also identified in this comparison is a cluster of interleukin receptors different than the one that differentiates the Oroqen and Han (maximum $F_{ST}$ of 0.73 at rs11123915). The comparison between the Cambodian and Papuan populations yielded few immediate selection candidates; the most extreme SNPs fall in or near KCNN3, KCNIP1, and FLJ20366. We emphasize that the interpretation of the forces influencing outlying SNPs in these populations is not straightforward, given the magnitude of genetic drift they have experienced and the lack of a validated demographic model for their histories.

Discussion

We have presented a series of genome-wide scans for natural selection in a worldwide sample of human populations in an effort to refine the geographic patterns of putatively selected haplotypes and identify novel candidate targets of selection.

Geographic patterns of selection

We find that putatively selected haplotypes tend to be shared among geographically close populations. In principle, this could be due to issues of statistical power: broad geographical groupings share a demographic history and thus have similar power profiles. However, strongly selected loci are expected to show geographical patterns largely independent of demography—depending on the relevant selection pressures, they can be highly geographically

variation in allele frequencies. We examined the tails of the $F_{ST}$ distribution between the Dai (a southern Chinese population), Oroqen (a northern Chinese population), and the Han. No SNP showed as striking a pattern as TLR6 in Europe. However, these comparisons identified a number of SNPs in genes related to immunity—a cluster of SNPs in the HLA region (maximum $F_{ST}$ of 0.69 at rs1737078) differentiate the Oroqen from the Dai, and SNPs in a cluster of interleukin receptors (maximum $F_{ST}$ of 0.68 at rs279545) differentiate the Oroqen from the Han.

Finally, we attempted to use this $F_{ST}$ approach to identify putative targets of selection in Oceania and America, the populations that have been most affected by genetic drift. The reduced diversity in these populations, presumably due to bottlenecks in their founding (Conrad et al. 2006; Li et al. 2008), means that power to detect selection in the populations by all current tests is low. Nevertheless, we compared the Yakut (as a Siberian population perhaps most like the ancestors of modern Americans [Li et al. 2008]) and the Maya to identify large allele frequency changes since the founding of the Americas, and the Cambodians and Papuans to identify large allele frequency changes since the founding of Oceania.

Among the most differentiated SNPs between the Yakut and Maya is a nonsynonymous SNP (rs12421620) in DPP3, a gene highly expressed in lymphoblasts, the derived allele of which is essentially specific to the Americas (Fig. 6B). Also identified in this comparison is a cluster of interleukin receptors different than the one that differentiates the Oroqen and Han (maximum $F_{ST}$ of 0.73 at rs11123915). The comparison between the Cambodian and Papuan populations yielded few immediate selection candidates; the most extreme SNPs fall in or near KCNN3, KCNIP1, and FLJ20366. We emphasize that the interpretation of the forces influencing outlying SNPs in these populations is not straightforward, given the magnitude of genetic drift they have experienced and the lack of a validated demographic model for their histories.

We have presented a series of genome-wide scans for natural selection in a worldwide sample of human populations in an effort to refine the geographic patterns of putatively selected haplotypes and identify novel candidate targets of selection.

Geographic patterns of selection

We find that putatively selected haplotypes tend to be shared among geographically close populations. In principle, this could be due to issues of statistical power: broad geographical groupings share a demographic history and thus have similar power profiles. However, strongly selected loci are expected to show geographical patterns largely independent of demography—depending on the relevant selection pressures, they can be highly geographically
signals of selection surrounding multiple genes in a pathway make a compelling suggestion that the pathway has been a target of selection. This principle was exploited by Sabeti et al. (2007) in identifying EDAR and ED2A as targets of selection; this is one of only a few examples where a signal for selection has been successfully linked to a phenotype.

Additional evidence for function comes from association studies. Again, false positives arise largely without regard to function, so the alignment of association and selection signals provides additional evidence that a selection signal is a true positive (unless the association signal itself is a false positive driven by population stratification and a high-\(F_{ST}\) SNP) (Campbell et al. 2005). This is exemplified by the alignment of selection signals on pigmentation loci in the HGDP data. Following this principle, we have presented two pieces of evidence suggesting that regions associated with risk for type II diabetes have been under selection. First, the distribution of maximum \(F_{ST}\) is shifted upward in regions showing association with the disease, and a number of these regions are extreme outliers compared with random regions (Fig. 4). Second, several associated regions show extreme XP-EHH scores. Together, these observations suggest that these regions have experienced recent positive selection. However, the fact that the SNPs associated with type II diabetes themselves often do not show high \(F_{ST}\) makes it plausible that they have not been the actual targets of selection. Instead, selection may be on a related phenotype and result in selection on nearby linked polymorphisms. Interestingly, this seems to be the case for at least one selected locus involved in pigmentation: alleles in KITLG have been associated with blond hair (Sulem et al. 2007), but the presumed target of selection is a nearby polymorphism associated with skin pigmentation (Miller et al. 2007).

In general, we find the evidence for selection on disease risk is not as conclusive as that for selection on pigmentation traits. One parsimonious explanation for this is that selection on disease risk, assuming disease risk is under selection at all, is much weaker than selection on pigmentation. However, the role of the genetic architecture of a trait (the number of loci underlying a trait and their effect sizes and frequencies) in how it responds to selection remains largely unexplored. Since the genetic architecture of pigmentation is relatively simple (compared with other complex traits), perhaps a selection signal on this trait is more readily detected because it is spread across fewer loci. On the other hand, this explanation may confuse cause and effect. Perhaps skin pigmentation has a simpler genetic architecture than other complex traits because it has been subject to recent strong selection—the first moves to a new phenotypic optimum are predicted to be on mutations of large fitness effect (Orr 2002). So assuming a positive correlation between the effects of an allele on fitness and on a trait, it is also plausible that the relatively simple genetic architecture of skin pigmentation is actually a consequence of the strong selection that has acted on this phenotype. Further work on the interplay between genetic architecture and natural selection is needed to clarify these issues.

Conclusions

We have presented here an analysis of a number of putative targets of selection. We expect that our results may be of interest, as the genetics of additional traits are mapped; thus, we have made our data publicly available at http://hgdp.uchicago.edu, as a resource for use in mapping evolutionarily relevant traits. As more genome-wide genotype data become available on more populations, the limiting factors in understanding the loci important in recent...
human evolution will become the localization and functional verification of precise targets of selection. A full catalog of common sequence variation, such as that envisaged by the 1000 Genomes Project (www.1000genomes.org), will aid the former, and ongoing association studies and functional characterization of the genome (through, for example, the ENCODE project; The ENCODE Project Consortium 2007) will enable the latter. Further work is needed to fully explore how these resources will aid in understanding the mechanisms that underlie phenotypic diversity in our species.

Methods

Phasing

Extensive testing of the most reliable approach to phasing this type of data was performed by Conrad et al. (2006); we followed their approach closely. Briefly, phasing was done using fastPHASE, with the settings that allow variation in the switch rate between subpopulations. The populations were grouped into subpopulations corresponding to the clusters identified in Rosenberg et al. (2002). Haplotypes from the HapMap YRI and CEU populations were included as known, as they were phased in trios and are highly accurate. HapMap JPT and CHB genotypes were also included to help with the phasing.

Simulations

Simulations were done using a hybrid coalescent/forward-time approach in a three-population demographic model optimized to produce HapMap-like data. We used the “cost” demographic model with slight modifications (Schaffner et al. 2005). In each simulation, the population was initialized by coalescent simulation with “cost” until the time point before the out-of-Africa split. From that point on, haplotypes were simulated forward in time using a Wright-Fisher model. Following Hoggart et al. (2007), all parameters were scaled by a factor of five to increase efficiency—that is, the branch lengths and populations sizes were decreased by a factor of five and the mutation, recombination, and mutation rates were all increased by a factor of five. We simulated selected alleles by randomly placing a single selected mutation on each tree during the Wright-Fisher stage of the simulation. This means that the ultimate allele frequency in these simulations is stochastic, and the number in each allele frequency bin varies somewhat. We simulated 2500 regions of 500 kb with a recombination map (including hotspots) generated by cosi using the genome-wide average of 1 cm/MD as the baseline rate (Schaffner et al. 2005).

In all simulations, we attempted to match the ascertainment to that of the real data as much as possible. This involved a two-step ascertainment process. In the first step, we approximately matched the joint allele frequency spectrum to the HapMap using rejection sampling. We estimated the joint allele frequency spectrum of the simulations, f(x), and that of the HapMap, g(x), on a 12 × 12 × 12 grid, then accepted a simulated allele with probability P = f(x)/Mg(x). To exactly match the distribution, M should be the maximum of the ratio of the two densities, but in this situation there is a tradeoff between precision and speed of the simulations—we found a value of M = 8 to produce satisfactory results (Supplemental Fig. 1). In the second step, we implemented a greedy algorithm for tag SNP selection (Carlson et al. 2004), following an approximation of the tagging strategy used by Illumina in their design of the 650K chip (Eberle et al. 2007). Considered for inclusion were all SNPs with a minor allele frequency over 0.05. We included all such SNPs that tagged at least one other SNP in the “European” population with an r² threshold of 0.7, or that tagged at least two other SNPs in the “East Asian” population with r² > 0.8, or that tagged at least two other SNPs in the “African” population with r² > 0.7. We then randomly selected common SNPs (MAF > 0.05) from each population to increase SNP density by one third. This procedure provided a good match to the Illumina chip (Supplemental Fig. 1).

We calculated iHS and XP-EHH on these simulations as described below in a window of forty SNPs (this is ~200 kb at the Illumina SNP density) surrounding the selected site, treating either the maximum XP-EHH or fraction of SNPs with |iHS| > 2 as the test statistic. Critical values were obtained by 1000 neutral simulations. For XP-EHH, we used the African population as the reference for the simulations of selection in Europe and East Asia, and the European population as the reference for simulations of selection in Africa. The genetic map used was estimated on each population individually using LDHat (Myers et al. 2005), and then averaged across populations.

Calculation of test statistics

iHS was calculated as in Voight et al. (2006), XP-EHH as in Sabatti et al. (2007), and CLR as in Nielsen et al. (2005). iHS was calculated on all SNPs with a minor allele frequency of at least 5%. XP-EHH requires the definition of a reference population—for non-African populations, we used the chromosomes from the Bantu-speaking populations as a reference, and for the Bantu and Biaka Pygmy populations we used the European chromosomes as a reference population. For analyses on the HapMap, we used the CEPH population as a reference for the Yoruba, and the Yoruba as a reference for the CEPH and Asian populations. The CLR test was calculated every 20 kb across each chromosome in each population. In each 200 kb genomic window, the fraction of SNPs with |iHS| > 2 and the maximum XP-EHH and CLR were used as test statistics. The genetic map used was that released by the HapMap Consortium (www.hapmap.org); this map is averaged across all three HapMap populations and is unlikely to be influenced by selection in any individual population. We determined the ancestral state of each SNP by comparison to the chimpanzee genome. Due to the different demographic histories of the X chromosome and the autosomes, data from the X chromosome were normalized separately.

To convert the test statistics from each window into an empirical P-value, we binned windows by number of SNPs in increments of 20 SNPs. For iHS, all windows with <20 SNPs were dropped. Within each bin, for each window i, the fraction of windows with a value of the statistic greater than that in i is the empirical P-value. To generate Figure 1, we took the complete 1% tail of each test statistic and collapsed adjacent windows, assigning the minimum P-value to the collapsed window. Plotted are the most extreme 10 such windows from each geographic region.

FST analysis

To generate Figures 3 and 4, we compiled a list of polymorphisms known to associate with the phenotype of interest from genome-wide association studies. For each pair of populations, we calculated FST using the Weir and Cockerham estimator (Cockerham and Weir 1986). For each SNP, we found the SNP closest to it on the Illumina chip, defined a window of 50 kb on either side of that SNP, and took the maximum FST in that window as the test statistic. To generate a null distribution, we performed the same procedure on a random sample of 10,000 SNPs from the Illumina chip.

Available resources

We implemented a database of our results based on the generic genome browser (Stein et al. 2002), available at http://hgdp.uchicago.edu. The
software used for simulation and calculation of iHS and XP-EHH, as well as the raw phased data, are available at this same site.

Acknowledgments

We thank Molly Przeworski, members of the Pritchard, Przeworski, and Stephens laboratory groups, and George Perry for discussions; Paul Scheet for suggestions regarding phasing; Melissa Hubisz for the code for the CLR statistic; the anonymous reviewers for helpful comments; and NSF award CNS-0619926 for computer resources. This work was supported by a Packard Foundation grant to J. Pritchard. J. Pickrell was supported by an NIH training grant to the University of Chicago. J.N. was supported by a US National Science Foundation postdoctoral research fellowship in bioinformatics. M.W.F. was supported by NIH grant GM28016. J. Pritchard is an investigator of the Howard Hughes Medical Institute.

References


Received October 1, 2008; accepted in revised form January 13, 2009.
Signals of recent positive selection in a worldwide sample of human populations


*Genome Res.* 2009 19: 826-837 originally published online March 23, 2009
Access the most recent version at doi:10.1101/gr.087577.108

**Supplemental Material**

http://genome.cshlp.org/content/suppl/2009/03/25/gr.087577.108.DC1.html

**Related Content**

Constructing genomic maps of positive selection in humans: Where do we go from here?
Joshua M. Akey
*Genome Res.* May, 2009 19: 711-722

The difficulty of avoiding false positives in genome scans for natural selection
Swapan Mallick, Sante Gnerre, Paul Muller, et al.
*Genome Res.* May, 2009 19: 922-933

Darwinian and demographic forces affecting human protein coding genes
Rasmus Nielsen, Melissa J. Hubisz, Ines Hellmann, et al.
*Genome Res.* May, 2009 19: 838-849

**References**

This article cites 88 articles, 32 of which can be accessed free at:
http://genome.cshlp.org/content/19/5/826.full.html#ref-list-1

Articles cited in:
http://genome.cshlp.org/content/19/5/826.full.html#related-urls

**Open Access**

Freely available online through the *Genome Research* Open Access option.

**Creative Commons License**

This article is distributed exclusively by Cold Spring Harbor Laboratory Press for the first six months after the full-issue publication date (see http://genome.cshlp.org/site/misc/terms.xhtml). After six months, it is available under a Creative Commons License (Attribution-NonCommercial 3.0 Unported License), as described at http://creativecommons.org/licenses/by-nc/3.0/.

To subscribe to *Genome Research* go to:
http://genome.cshlp.org/subscriptions

Copyright © 2009 by Cold Spring Harbor Laboratory Press